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Abstract
A multiple representation database contains several geographic data sets defined at
different resolutions covering the same area. Objects within the different datasets that
represent the same real world entity are connected with bi-directional links. Multiple
representation databases can be used to increase the efficiency of updating topographic
data sets. Updates in the large-scale dataset can be generalised and propagated to the
small-scale datasets automatically. In this paper a method for automated propagation of
updates in a multiple representation database is presented. Currently the method is
designed to handle updates of roads and buildings.

A difficult issue in research on cartographic generalisation is how to obtain and formalise
the cartographers’ knowledge in such a way that it can be used to develop an automated
procedure. In this paper data mining methods are used to extract such knowledge from a
multiple representation database. An unsupervised classification of the objects in the large-
scale data set is performed using the ISODATA algorithm. For each class the probability
that members of the class are represented in a certain way in the small-scale data set is
calculated. This knowledge is used for the automated propagation of updates. The method
is currently being tested on topographical data sets provided by the Swedish National Land
Survey on a scale of 1:10 000, 1:50 000 and 1:100 000.

INTRODUCTION
National Mapping Agencies, NMAs, often maintain several geographic datasets defined at
different resolutions covering the same area. These datasets are usually updated
independently of each other at regular intervals, e.g. every 5-10 years. As the use of GIS is
spreading into various fields, the need for up-to-date geographical information is
increasing. However, the need for information to be up-to-date is different for different
object classes in a topographic data set. Information concerning roads and buildings needs
to be updated more often than information about lakes, marshes, bare rock etc. It has been
suggested (MurMur, 2000a, p. 3) that this situation can be managed if NMAs move from a
map-sheet based update procedure to an object based update procedure. For instance, if a
new road has been built, all data sets maintained by the NMA that contain the road ought to
be updated at the same time. The object based update procedure can be realised if the
different data sets maintained by the NMA are integrated into a multiple representation
database, MRDB (Kilpeläinen, 2000b). In a MRDB objects in the different datasets
representing the same real world entities are connected with bi-directional links. For
instance, it is possible to point at a building in the large-scale dataset and use the
connections to find out how the building is represented in datasets defined at a coarser
resolution. MRDBs can be used for various purposes (MurMur, 2000b, pp. 35-39). In this
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paper we are only interested in how a MRDB can be used to make the update procedure
more efficient.

One of the most difficult research topics in automated cartographic generalisation is to
formalise the cartographers’ knowledge in such a way that it can be used to create an
automated solution. In previous work various attempts have been made:

• Interviews with cartographers to understand how they reason when they perform
cartographic generalisation (Kilpeläinen, 2000a).

• Studies of documents containing instructions for cartographers (Sester et al.,
1998).

• Comparison of map sheets defined at different scales where the small-scale map
has been created through cartographic generalisation of the large-scale map. This
is often called reverse engineering (Timpf, 1998).

• Logging of a cartographers actions when performing cartographic generalisation in
a digital environment. The logs are then analysed to obtain procedural knowledge
of the generalisation process, i.e. in which order does the cartographer perform
which actions (Reichenbacher, 1995).

In this paper a novel approach to obtain generalisation knowledge is presented. Data mining
methods are used to analyse the MRDB to understand the relations between object classes
with similar content that are defined at different resolutions. An unsupervised classification
of the objects in the large-scale data set is performed using the ISODATA algorithm, which
is a modification of the K-means algorithm (Hand et al., 2001, pp. 303 – 308). For each
class we calculate the probability that the members of the class are represented in a certain
way in the small-scale map. Ideally, each class should have a high probability to be
represented in a certain way. Furthermore, information about how far an object may be
displaced as well as characteristics of object classes in the small-scale data set is extracted
by analysing the MRDB.

When designing a procedure for automated propagation of updates in a MRDB we have to
consider how “old” objects in the MRDB should be treated, i.e. objects that already have
been generalised. It is an advantage to have the “old” objects, if they can be considered to
represent a correct generalisation solution that should not be modified. The “old” objects
provide a structure in the small-scale map that the “new” objects have to relate to. The
situation becomes more difficult when the “new” objects change the geographical situation
in such a way that the “old” objects need to be re-generalised. Our method is based on the
work of Harrie and Hellström (1999) and tries to utilise the structure in the small scale-map
provided by the “old” objects, while it also can perform a re-generalisation if necessary.
The method utilises the knowledge extracted through data mining of the MRDB. Although
the methods presented in this paper can be used for various object classes in a topographical
data set, this study has been limited to information concerning roads and buildings.

The method presented here is currently being tested on datasets provided by the Swedish
National Land Survey from two different parts of Sweden. Each area covers approximately
625 km2 and consists of three datasets defined at scales 1:10 000, 1:50 000 and 1:100 000.
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Related work
Data mining is a collective name for techniques to extract useful information from large
data sets or databases (Hand et al., 2001). Its popularity within geographical information
science has been increasing during the last couple of years (Miller and Han, 2001).
However, the use of data mining in research concerning automated cartographic
generalisation is still very limited

Plazanet et al. (1998) discuss the importance of being able to describe characteristic shapes
of object geometries when performing cartographic generalisation. They present three
different experiments. In the first experiment the ID3 algorithm (Quinlan, 1986) is used to
obtain suitable parameter values when performing Gaussian smoothing of different kinds of
lines. The ID3 algorithm is based on the idea of supervised learning. Experts create a
number of examples and the ID3 algorithm uses these examples to extract rules. In the
second experiment roads are classified depending on their sinuosity. The K-means
algorithm, which performs an unsupervised classification, is used to find suitable classes. In
the third experiment supervised learning is used to acquire information on which
generalisation operator to use for different geometry types and in different cartographic
situations.

Kilpeläinen and Sarjakoski (1995) discuss how automated cartographic generalisation can
be performed within a MRDB in an approach called incremental generalisation. When new
objects are inserted in the large-scale dataset they are generalised and propagated to the
small-scale data sets. Furthermore, “old” objects located near these “new” objects may need
to be re-generalised. Kilpeläinen and Sarjakoski discuss how the generalisation process can
be modularised to limit the number of objects that need to be re-generalised.

Kilpeläinen (2000b) discusses how a MRDB can be used for the maintenance of
topographic databases. She suggests that the data sets within the MRDB should be created
through model generalisation, i.e. generalisation is performed without consideration of how
objects should be symbolised and shown in a map (Müller et al., 1995). When a particular
map is needed, information from the suitable representation level within the MRDB is used
and generalised once more to solve conflicts that occur due to symbolisation.

Harrie and Hellström (1999) describe the creation and evaluation of a prototype system for
propagating updates in a MRDB. The MRDB was created by manually matching two
topographic datasets from the Swedish National Land Survey defined on scales of 1:10 000
and 1:50 000. Updates of roads and buildings that were introduced on a scale of 1:10 000
were automatically propagated to the scale of 1:50 000. The maps produced by the
prototype system were compared to maps created by cartographers. Harrie and Hellström
conclude that their system can increase the productivity in the update process but do also
point out the following need for improvements:

• The cartographic generalisation will be performed differently depending on the
order objects are inserted in the large-scale data set. It would be more satisfactory if
the resulting map would be independent of the order in which the objects were
inserted.

• Errors can occur in the road network. The reason is that old road objects are not re-
generalised when new road objects are generalised.
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• The rules used in the automated generalisation where acquired by analysing
documents, studying paper maps and interviewing cartographers. It was difficult to
transform this information into formal linguistic rules that could be implemented in
the prototype system. Some of the differences between the maps created by the
prototype system and maps created through manual generalisation occur because of
these difficulties.

DATA MINING
Data mining has been performed on two MRDBs, which have been created through
automated matching (Dunkars, 2003). Each MRDB covers 625 km2 and contains
topographical data sets at scales of 1:10 000 and 1:50 000.

To get a better understanding of how the object classes in the different data sets are related
to each other, various statistical summaries have been calculated. For instance, we can
study the relation between buildings on a scale of 1:10 000 and 1:50 000. In 1:10 000
buildings belong to the same object class and are represented as polygons. They can be of
two types - residential building or a building used for other purposes (non-residential
building). In the 1:50 000 scale data set the building can be represented as - a polygon, a
symbol (there are 8 different symbol types), or as a part of a built-up area. Statistics for all
buildings in the 1:10 000 scale data set of the type non-residential building were
summarised. The summary shows how the buildings are represented in the 1:50 000 scale
data set: 88% are not represented, 9.6% are part of a built-up area, 1% are represented as an
elongated symbol, 0.7% as a square symbol etc. When considering this information we
would like to get a better understanding of why a particular building is, or is not,
represented in the 1:50 000 scale map. In the instructions for the compilation of the 1:50
000 scale map we find that a non-residential building larger than approximately 2500 m2

should be represented as a polygon (The National Land Survey of Sweden, 2002). Since
this indicates that size is an important factor when determining if a non-residential building
should be represented in the 1:50 000 scale map, a summary of how non-residential
buildings are represented in the 1:50 000 scale map in different size-ranges was made, see
Table 1.

Table 1: Relation between size of a non-residential building in the 1:10 000 scale data set and how it is represented
in the 1:50 000 scale data set.

Size in m2 Polygon Built-up
area

Symbol 1
0.45x0.45

mm

Symbol 2
0.45x0.9 mm

Symbol 3
0.45x1.35 mm

Not
represented

Number of
buildings

0 – 100 0 % 11 % 0 % 0 % 0 % 89 % 5165
100 – 200 0 % 4 % 1 % 0 % 0 % 95 % 952
200 – 300 0 % 2 % 3 % 1 % 0 % 94 % 335
300 – 400 0 % 1 % 1 % 0 % 1 % 97 % 289
400 – 500 0 % 0 % 2 % 1 % 1 % 96 % 187
500 – 600 0 % 2 % 1 % 10 % 1 % 86 % 134
600 – 700 0 % 3 % 2 % 16 % 1 % 78 % 68
700 – 800 0 % 0 % 2 % 20 % 5 % 73 % 44
800 – 900 0 % 0 % 0 % 35 % 17 % 48 % 23
900 – 1000 4 % 4 % 0 % 42 % 21 % 29 % 24
1000 – 1200 4 % 8 % 0 % 54 % 25 % 9 % 24
1200 – 1400 0 % 36 % 0 % 18 % 36 % 10 % 11
1400 – 2000 37 % 32 % 0 % 5 % 21 % 5 % 19
2000 – 2500 38 % 62 % 0 % 0 % 0 % 0 % 8
>2500 14 % 86 % 0 % 0 % 0 % 0 % 76
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Buildings smaller than 200 m2 are generally not represented in the 1:50 000 scale data set
unless they are part of a built-up area. Buildings larger than 2000 m2 are generally
represented in the 1:50 000 scale data set. In-between these two figures the percentage of
buildings that are represented increases with building size. In this range “size” is not a
sufficient parameter to determine if an individual building should be represented or not in
the 1:50 000 scale map. Furthermore, “size” gives very limited information about how the
building should be represented. Through studies of the instructions for the compilation of
the 1:50 000 scale map (The National Land Survey of Sweden, 2002) a few other factors
were recognised that could be used to determine how a building should be represented: 1)
In sparsely populated areas even very small buildings should be represented. 2) Buildings
longer than 50m should be represented as symbol 2 (unless they are larger than 2500 m2).
3) Buildings longer than 70m should be represented as symbol 3. 4) Non-residential
buildings that belong to a farm are represented by the farm symbol (the farm symbol
represents all buildings that belong to a farm).

The aim of the data mining is then to be able to use these factors to classify the buildings in
the 1:10 000 scale data set in such a way that each class has a high probability to be
represented in a certain way. We have used the ISODATA clustering algorithm, which is an
improvement of the well-known K-means clustering algorithm (Hand et al., 2001, pp. 303 –
308). In the database each object has a number of attributes. These attributes form an n-
dimensional space and the ISODATA algorithm detects groups of objects that are located
close together in this n-dimensional space. Before the clustering can be performed we have
to formalise the factors described above into object attributes. There are two kinds of
attributes: 1) attributes describing the characteristics of the individual object, such as
building size. 2) Attributes describing the relations to neighbouring objects. The factors
above where formalised into four attributes: 1) Building size. 2) Building length – the
length of the longest side of the building. 3) Building density – how densely located are
buildings (and roads) in the area of the current object, see Figure 1. 4) Nearness to farm –
the distance to the nearest farm symbol.

Figure 1:  Calculation of  attribute “Building density” for  building nr 1. In the first step all buildings within a
certain distance from building 1 are added to a collection. Here building 2 is added. The same process is then
repeated for each building that is added to the collection untill no more buildings are added. Here building 3 is
added while building 4 is to distant. Then the circles created when finding nearby buildings are merged into a
polygon. Finally the “building density” is calculated by dividing the sum of the area covered by the symbols
representing the buildings in  the  1:50 000  scale data set with the area of the polygon created in the previous step.

When all attribute values have been calculated the ISODATA clustering is performed. For
each cluster the probability is calculated that the members of the cluster are represented in a
certain way, see Table 2. The probabilities are calculated in the same way as in Table 1.
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Table 2: Relation between cluster number in the 1:10 000 scale data set and how objects in the cluster are
represented in the 1:50 000 scale data set.
Cluster Nr Polygon Built-up

area
Symbol 1 Symbol 2 Symbol 3 Not

represented
Number of

buildings
1 4 % 6 % 0 % 25 % 10 % 54 % 227
2 0 % 14 % 1 % 0 % 0 % 85 % 4302
3 0 % 1 % 0 % 0 % 0 % 98 % 2746
4 24 % 76 % 0 % 0 % 1 % 0 % 42
5 10 % 90 % 0 % 0 % 1 % 0 % 42

As can be seen in the table, cluster nr 1 is (almost) the only cluster that contains non-
residential buildings represented as either symbol 2 or symbol 3. Cluster nr 2 and 3 contains
buildings that are either not represented or are part of a built-up area. In cluster nr 4 and 5
we find buildings represented as polygons or as a part of a built-up area.

AUTOMATED PROPAGATION OF UPDATES
A method for automated propagation of updates of roads and buildings in a MRDB has
been designed. The method is based on the work by Harrie and Hellström (1999) but does
also contain some novelties, for instance, the introduction of clustering to obtain
probabilities for how a new object in the 1:10 000 scale map is to be represented in the 1:50
000 scale map.

Kilpeläinen and Sarjakoski (1995) claim that object classes in a map should be generalised
in a certain order. For instance, lakes should be generalised before roads, which should be
generalised before buildings. This can be used to modularise the generalisation process. For
instance, if a new building is inserted in the MRDB, previously existing roads and lakes are
not affected by the new building and will not have to be re-generalised. Harrie and
Hellström (1999) take an example from the instructions for the compilation of the 1:50 000
scale map (The National Land Survey of Sweden, 1997) which shows that this is not
always valid. The rule states: “Dirt roads should be represented in the 1:50 000 scale map if
they lead to settlements (dirt roads between 100 – 250 m length are represented as ramps)
or other cartographic objects (minimum length 250 m), connect roads, are along shores, or
have a length of more than 500 m.” Consider a case with a dirt road that is shorter than 500
meters, is a cul-de-sac and does not lead to any settlement or cartographic object.
According to the rule it should not be represented in the 1:50 000 scale data set. Then a new
building is inserted in the 1:10 000 scale data set at the end of the dirt road. The building
has such characteristics that it should be represented in the 1:50 000 scale data set. This
implies that the already existing dirt road should also be shown in the 1:50 000 scale data
set since it now leads to a building. The old road needs to be re-generalised because of the
new building. Harrie and Hellström (1999) also discuss how errors in the road network can
occur when old objects are not re-generalised.

To avoid these problems we have chosen to postpone the automated propagation of updates
until all new objects are inserted in the large-scale data set. The propagation of updates is
then divided into two steps. First, objects that have a high probability to be represented (e.g.
more than 95%) in the 1:50 000 scale data set are processed. Then objects that have a lower
probability are processed. In the second step “old objects” located in the vicinity of the new
objects are re-generalised. In each step the object classes are generalised in the order
suggested by Kilpeläinen and Sarjakoski (1995). With this approach the dirt road in the
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example above will be represented in the 1:50 000 scale map when the new building is
represented.

The method described here has functionality to avoid conflicts and maintain topological
relations. But may fail if, for instance, an area is too complex. Ruas and Plazanet (1996)
discuss how algorithms for quality assessment can be used to evaluate the result of a
generalisation process. If the result is not satisfactory, the process can start over again with
new parameter values or a different set of generalisation algorithms. Here we check if
conflicts between symbols occur or if there are unreasonably large displacements. If
necessary, the process can be rerun with modified parameters. For instance, if conflicts
occur the parameter that determine if an object should be generalised in the first or second
step can be given a higher value.

The method that is described here is currently being implemented for roads and buildings.
Apart from the clustering described above, various other parameters needed are extracted
from the MRDB. For instance, when objects are inserted they can be moved to avoid
conflicts with already existing objects in the small-scale map.  How far an object may be
moved is determined by analysing the MRDB. The analysis that determines if a new built-
up area can be formed is based on extracting characteristics of built-up areas from the
MRDB.

DISCUSSION
The knowledge that is extracted from the MRDB through data mining depends on how the
relations between the object classes in the different data sets have been defined in the data
model of the MRDB. For instance, we have chosen to let the farm symbol in the 1:50 000
scale map be connected to only one building (almost always the residence) even though the
instructions for the compilation of the 1:50 000 scale map (The National Land Survey of
Sweden, 2002) states that the farm symbol represents all buildings that belong to the farm
and are located within the same parcel. To create links between the farm symbol and all
buildings belonging to the farm is difficult for two reasons: 1) There are many cases where
it is difficult to determine which buildings actually belong to a farm when comparing the
two maps. To create an accurate MRDB that contains these relations additional information
is needed. 2) There are farms where an unusually big barn is represented by another
building symbol next to the farm symbol. It is uncertain whether this “barn” should also be
seen as a member of the farm symbol. When creating the MRDB we have chosen to only
store relations that are easy to define.

Automated propagation of updates in a MRDB is a pragmatic research topic. The aim is to
make maintenance of geographical databases more efficient. If a method for automated
propagation of updates is to work efficiently in a production environment it is important to
be able to distinguish between areas where the method will be successful and areas where
there is a high risk for failure. In the first case manual intervention is unnecessary. In the
second case there is a need for manual verification. During the tests of the prototype for
incremental generalisation we will study where it fails and where is succeeds, and try to
design a function that can measure how complex an area is to generalise automatically.

As far as we know it is a novel idea to perform data mining on a MRDB to obtain
generalisation knowledge. This paper only presents a first experiment and we believe that
the approach can be developed much further. For instance, to obtain classes of objects in
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the large-scale data set that have a high probability to be represented in a certain way in the
small-scale dataset we can use methods from visual data mining (Ankerst, 2001) to build
tree classifiers. Data mining could also be used to compare and analyse how the
geometrical shape is modified in the generalisation process.
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