
Geoinformatics 2004
Proc. 12th Int. Conf. on Geoinformatics − Geospatial Information Research: Bridging the Pacific and Atlantic

University of Gävle, Sweden, 7-9 June 2004

805

DISCOVERING STRUCTURE IN GEOGRAPHICAL METADATA

Igor Podolak1 and Urška Demšar2
1Computer Science Department, Jagiellonian University, Nawojki 11, 30 072 Krakow, Poland,

uipodola@theta.uoks.uj.edu.pl
2Department of Infrastructure, Royal Institute of Technology (KTH), Drottning Kristinas väg 30, 10044

Stockholm, Sweden, urska.demsar@geomatics.kth.se

Abstract
Metadata are data about data. Geographical metadata describe geospatial data: maps,
satellite images or other geographically referenced material. The two characteristics of
geographical metadata, high dimensionality and diversity of attribute data types, present a
problem for automatic data mining. We present an approach for exploration of
geographical metadata which is based on an integration of visual data mining and an
automatic data mining method, clustering. Clustering discovers hierarchical structure in
the metadata in order to help the user with the exploration. A special visualisation of the
structure is integrated in the visual data mining concept.

 INTRODUCTION
The paper describes a step in the development of one of several tools of the project
INVISIP, “INformation VIsualisation for SIte Planning”, supported by the European
Commission (IST 2000-29640). The goal of the project is to support the search and
selection of appropriate geographical data for a site planning task. The tool in question is
based on a combination of visual and automatic data mining techniques applied to metadata
that describe geographical data.

Metadata are data about data. A metadata record consists of a set of attributes or elements,
necessary to describe the original data. The standard example of metadata is the library card
catalogue: each card represents a much larger body of information, the book or other item
catalogued. Typical metadata attributes on such a card include author, title, date of
publication, subject coverage and location of the book on the shelves in the library
(Hillmann, 2003).

Geographical metadata describe geospatial data: maps, satellite images or other
geographically referenced material. They can be described using one of the two major
standards: ISO 19115 standard for geographical metadata, published in 2003 by the
International Standard Organisation ISO (ISO, 2003) or Content Standard for Digital
Geospatial Metadata (CSDGM, 1998), published in 1998 by the Federal Geographic Data
Committee of the USA.  Geographical metadata in the INVISIP project conform to the ISO
19115 standard.

The ISO 19115 standard on metadata for geographical information has been developed
within the International Standard Organisation ISO as late as 2003. It defines metadata
elements, provides a schema and establishes a common set of metadata terminology,
definitions and extension procedures. It provides information about the identification, the
extent, the quality, the spatial and temporal schema, the spatial reference and the
distribution of digital geographical data. The standard defines an extensive set of metadata
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elements, out of which typically only a subset is used. The standard consists of more than
400 metadata elements. These are grouped into metadata entities which are grouped into
fourteen main metadata packages. As it is essential that a basic minimum number of
metadata elements is maintained for a dataset, the standard provides a minimal set of
twenty-two core metadata elements that still adequately describe a geographical dataset
(ISO, 2003).

Geographical metadata conforming to the ISO 19115 standard has the following two
characteristics: it is highly dimensional with several hundreds of attributes-dimensions and
the attributes are represented in various data formats (numerical, nominal and ordinal data
types as well as free-text fields). These two characteristics present a problem for the success
of automatic data mining algorithms when applied to geographical metadata. The former
from the computational point of view, the latter from the algorithmic point of view (for
example, how to compare attributes of different formats, i.e. how to compare a numerical
value and a free text field).

Two other problems that arise during the exploration of geographical metadata are
connected to the expertise of the user performing the analysis. If the amount of metadata is
large the user loses a realistic overview of the available metadata. Or the user might not be
familiar with all the attributes that can be taken as the input for the exploration. The ISO
19115 standard includes several hundreds of attributes, while the metadata are usually
explored by considering only a few of these attributes. This constrains the exploration and
results in a potential loss of information that is hidden in the rest of the attributes, unknown
to the user (Albertoni et al., 2003a).

 EXPLORATION AND AUTOMATIC STRUCTURING OF THE METADATA
In order to overcome some of the above mentioned problems, we present an approach for
exploration of geographical metadata by a combination of automatic and visual data
mining.

The basic idea of visual data mining is to involve the human in the data exploration by
presenting the data in some visual form, allowing the human to get insight into the data, to
recognise patterns and directly interact with the data. The main advantages of visual data
exploration over automatic data mining are that the visual exploration allows a direct
interaction with the user, that it is intuitive and that it does not require complex
understanding of mathematical or statistical algorithms. As a result the user has a higher
confidence in the resulting patterns than if they were produced by computer only (Keim,
2002; Keim et al., 2003).

Our approach for the exploration of geographical metadata is based on a visual data mining
process. The metadata are presented to the user with an appropriate visualisation method,
adapted to the various data types, where the user recognises patterns and interacts with the
computer by selecting the items that he is interested in. There are five different
visualisations provided: a histogram, a table, a pie chart, a parallel coordinates visualisation
and a clustering visualisation. The visualisations are connected using the brushing and
linking principle: brushing is a simultaneous interactive selection process which highlights
the graphical entities that correspond to the same metadata item in all visualisations
simultaneously, while linking connects the selected metadata from the current visualisation
to the metadatabase in the background (Albertoni et al., 2003b).
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In our approach the visual data mining concept is integrated with an automatic data mining
method, used to find a structure in the metadata in order to help the user with the
exploration.

 AN ARTIFICIAL INTELLIGENCE APPROACH FOR CLUSTERING OF
GEOGRAPHICAL METADATA
Even with visual data mining tools, the amount of metadata items in a typical metadatabase
is so large that the user can lose the overview over the metadata. Therefore an automatic
method to group similar metadata items into smaller subsets is needed.  Each of the subsets
can be labelled appropriately, so that the user can preselect groups of interest to him and
use other visualisation tools to work with them in detail.

Clustering is a method of partitioning data into groups called clusters that share common
features, in order to discover structure in large bodies of data.  To develop an optimal
partitioning, clustering, which is a form of unsupervised learning, uses an objective
function, which is a measure of the partitioning quality, and a control strategy, which
guides the algorithm towards the optimal one.

Central to the clustering approach is the notion of similarity of two data items. The
similarity is usually defined only intuitively: we say that two data items have a high
similarity if they have a number of similar attributes (features).  This measure depends
greatly on the types of attributes, which may be divided into quantitative (i.e. continuous,
discrete, and interval values) and qualitative (i.e. nominal and ordinal values). In the case of
geographical metadata we encounter also a third type of attributes, the free-text fields,
where the attribute value consists of a text describing the geographical dataset. Such
attributes are for example the title of the dataset or the abstract that describes the dataset.

Similarity can be easily defined for the continuous type attributes, usually using the
standard Euclidean distance. In case of nominal attributes, their values can either be equal
or not and the similarity measure of two items is a binary one: if the attribute has the same
value in two data items, then the distance function for this attribute and for these two
metadata items has value 0, otherwise its value is 1.

As during the clustering process the items are grouped into clusters, the similarity measure
mirrors the probability of a nominal value to be found in a cluster.  In other words, if the
similarity is high, then there is a higher probability that the value of one of the attributes
will be the same as in a randomly picked item.  For example, there is a higher probability
that items with a language attribute equal to 'German' will be grouped in one cluster than in
several different ones. The higher the similarity, the more tightly grouped the items are.

We define a category utility function for a cluster, which tells how well the present
partitioning realises the objective function. Let a data item be a vector of values vij of
attribute variables ai. The category utility function CU(Ck) for a cluster Ck can be defined as
(Fisher, 1987):

 
A cluster Ck is rewarded with a higher utility function value if the predictability (computed
probability based on available data) of a variable ai to have a value vij is increased within
that cluster (the term P( ai = vij | Ck ) ) compared to the overall predictability of that variable
predictability (the term P( ai = vij ) ).   Thanks to that formulation the cluster increases the



I. Podolak and U. Demšar

808

value predictiveness (P(Ck |  ai = vij ) > P(Ck )).  In other words data items that are in the
same cluster are more similar than items in different clusters.  This utility measure guides
the search towards the optimal partitioning of the data set.

Clustering can produce a number of distinct clusters that encompass the whole dataset or a
nested structure of the dataset partitions, which is represented as a tree-type structure.  We
use hierarchical clustering where such a tree of clusters is produced.  The siblings in a tree
reflect clusters which share some common features and which partition a cluster that is their
parent in the tree.  The cluster situated at the root includes all data instances available.  The
leaves of the tree represent metadata items (Jain et al., 1999).

We use Fisher's COBWEB algorithm for hierarchical clustering (Fisher, 1987). COBWEB
uses the category utility function CU(Ck) as a measure of quality for a single cluster and the
average category utility function PU({C1, C2,…, CN }), defined as

where N is the number of clusters, to measure the partition quality of all clusters.  The
objective is to increase the predictability of a variable value within a cluster and decrease it
across clusters.

As the metadata set that was partitioned included nominal type attributes, continuous type
attributes and the free-text attributes, the category utility function is defined as a mixture of
different measures, which are computed as follows:

- Nominal attributes: the P( ai = vij ) term is computed as the ratio of the number of
examples where the value of the attribute ai is equal to vij in the whole metadata set, while
the P( ai = vij | Ck )  term is computed as the ratio of the number of examples where the
value of the attribute ai is equal to vij in the cluster Ck.

- Continuous attributes: the P( ai = vij ) is substituted with the Euclidean distance of the
attribute value from the mean value of that attribute in the whole metadata set, and similarly
P( ai = vij | Ck ) within a single cluster.

- Free-text attributes a special procedure to define the similarity is applied:

These attributes need pre-processing before the similarity function can be defined. The first
step in the pre-processing is to divide all free-text fields into individual words. The stems
are found for each word and words that share the same stem are converted into a uniform
word. This step is necessary in order to ensure that the algorithm does not depend on
conjugations, which is important since metadata in the INVISIP project is in five different
languages (English, German, Italian, Polish and Swedish). For example, English words
‘building’, ‘buildings’, ‘builder’, ‘build’, etc., are all converted into ‘build’. The stems in
different languages are compared to each other using a precompiled list of the most
common site planning words in all five languages, so that the stems which mean the same
in any of the five different languages are recognised as synonyms.

The Term Frequency-Inverse Term Frequency (TF-IDF) measure (Baldi et al., 2003) is
used to select the most important words in the free-text fields and use them as nominal
attributes. The term frequency TFi,j is the number of occurrences of a specific term (or
word) Ti in a specific text document Dj. The inverse document frequency IDFi,j is derived
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from the document frequency DFi,j, which is the number of documents in a collection of M
documents in which the term Ti occurs. The inverse document frequency is then calculated
as:

These two measures are combined into the term weight Wi,j, which is defined as:

and which defines the importance of a term Ti in the document Dj. The term weight Wi,j for
a given term increases if the term is more frequent, and decreases as the number of
documents in which it occurs increases.  In other words, this measure counts as important
the words that are frequent, but do not occur in all the documents (as is the case with the
common words).

In order to select the most important words in free-text fields all the metadata items are
read, TF-IDF measures are computed, and then k terms with highest TF-IDF value are
selected.  The text field is then replaced with a k-dimensional vector that tells whether a
given term occurs within that data item.

The control strategy guides the hierarchical algorithm and a hierarchical sorting is used.  At
a given step, the algorithm is given an example and the current partitioning.  Qualities of
clusterings that are produced by placing that example in each of the existing clusters are
computed and the one that gives the highest value of the average category utility function
PU() is selected. This is easily extended so that a hierarchical partitioning is obtained: the
example is first inserted into the root cluster representing the whole data set, then into one
of its children which gives the best quality, then that cluster is partitioned down to the
bottom level where each cluster represents a single example.

After building the partition tree for the whole training set, generalised descriptions are
produced for each of the clusters found.  These labels consist of the most frequent value for
each of the nominal type attributes and the mean value in case of continuous type attributes.
Thanks to that, the end users are able to select subsets of data looking for the features they
are most interested in.

The application is implemented in Java since the goal of the INVISIP project was to help
users through Internet. We used classes from the Weka artificial intelligence package that
contains an implementation of the COBWEB algorithm. Weka is a collection of machine
learning algorithms for data mining tasks which contains tools for data pre-processing,
classification, regression, clustering, association rules and visualisation (Witten and Frank,
2000).

 VISUALISING THE RESULT OF THE CLUSTERING
The result of the clustering is a hierarchical tree of clusters, a dendrogram, which shows the
nested groupings of patterns and the similarity levels at which the groupings change. We
developed a visualisation of the hierarchical tree which is suitable to be integrated with the
interactive selection of a subset of metadata items that our implementation of the visual
data mining is based on (Demšar, 2004).

The hierarchical structure is visualised in the form of a radial tree, where the root vertex of
the tree is placed in the centre of the image. The tree is constructed recursively: the children
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vertices of each vertex are placed equidistantly on the circumference of a circle. Such a
structure is easily integrated in the process of brushing and linking, which is the interactive
selection process implemented in our tool, based on the selection of graphical entities that
represent metadata items in each visualisation. Such an entity in the hierarchical tree is a
leaf of the tree together with the corresponding path from the leaf to the root of the tree as
illustrated in Figure 1 (Demšar, 2004).

Figure 1: A selection of the leaves and the corresponding tree consisting of the paths from the leaves to the root in
a radial display of a dendrogram.

The similarity of the metadata elements in various clusters is represented in two ways. One
is the natural hierarchical structure, i.e. metadata elements that share the same ancestral
vertices at a close-by level are more similar to each other than the metadata elements,
whose ancestral branches meet higher up in the tree. To additionally emphasise the
similarity we developed a colour scheme for the edges and vertices where the similarity of
the vertex colour corresponds to the similarity of metadata items (Demšar, 2004).

 CONCLUSIONS
Pre-structuring a metadata repository facilitates the exploration of the metadata in the
following way: once a clustered structure is displayed, the clusters can be examined
individually by checking the metadata elements which were included in each of them by
interacting with linked visualisations. Since a hierarchy is added to the structure, the user
can apply either a bottom-up or a top-down exploration of the tree. If he would like to find
metadata items similar to one metadata item that he is already interested in, he can find a
cluster this item belongs to, then widen his search to the ancestral vertices of this cluster,
finding similar elements on different levels of similarity. In an inverse manner, he can do a
top-down selection going from a cluster to its children and discover how the initial set of
metadata is divided on different levels of detail. It is easy to find the cluster with data
elements that interest the user most by inspecting the generalised descriptions (labels)
computed for each of them.

It is also possible for the user to construct an artificial metadata item that has some of the
fields filled with values that are of interest to the user, and ask for the cluster of actual
metadata elements that are most similar.  This is where this approach differs from database
querying: the findings do not need to have all the selected attributes with the queried
values, they rather have to resemble the original item.
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